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Common	
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  problem	
  in	
  noisy	
  networks:	
  

infer	
  “connectivity”	
  among	
  lots	
  of	
  neural	
  signals	
  
based	
  on	
  spike	
  trains,	
  LFP,	
  MEG,	
  etc.

Context	
  here:	
  pairwise	
  spike	
  synchrony	
  across	
  many	
  neurons



infer	
  “connectivity”	
  among	
  lots	
  of	
  neural	
  signals	
  
based	
  on	
  spike	
  trains,	
  LFP,	
  MEG,	
  etc.

“infer”	
  means	
  
	
  -­‐-­‐	
  get	
  good	
  estimates	
  of	
  parameters	
  
	
  -­‐-­‐	
  get	
  assessments	
  of	
  uncertainty	
  
	
  	
  	
  	
  	
  and/or	
  signiLicance	
  tests



Synchronous	
  Liring	
  among	
  neurons

two	
  or	
  more	
  neurons	
  Lire	
  nearly	
  at	
  the	
  same	
  time	
  
i.e.	
  within	
  a	
  bin	
  of	
  width	
   �
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here � = 5 ms



Riehle	
  …	
  Gruen	
  …	
  (1997,	
  Science)



There	
  need	
  not	
  be	
  any	
  cortical	
  mechanism	
  for	
  
synchrony	
  detection.
Synchrony	
  is	
  a	
  feature	
  of	
  spike	
  train	
  data	
  that	
  
needs	
  to	
  be	
  explained.

My	
  view



Can	
  be	
  subtle:	
  
	
  	
  	
  Series	
  of	
  papers	
  by	
  Geman,	
  Amarasingham,	
  Harrison	
  …	
  
	
  	
  	
  see	
  Harrison,	
  Amarasingham,	
  Kass	
  (2013)	
  review

We	
  devised	
  a	
  methodology	
  based	
  on	
  
point-­‐process	
  regression	
  (a.k.a.	
  GLMs)

Kass,	
  Kelly,	
  Loh	
  (2011,	
  Ann.	
  Applied	
  Statistics)	
  
Kelly,	
  Smith,	
  Kass,	
  Lee	
  (2010,	
  J.	
  Comput.	
  Neurosci.)	
  
Kelly,	
  Smith,	
  Kass,	
  Lee	
  (2010,	
  NIPS)	
  
Kelly	
  and	
  Kass	
  (2012,	
  Neural	
  Comput.)	
  
Scott,	
  Kelly,	
  Smith,	
  Zhou,	
  Kass	
  (2015,	
  J.	
  Amer.	
  Statist.	
  Assoc.)	
  



Springer Series in Statistics

Robert E. Kass
Uri T. Eden
Emery N. Brown

Analysis of 
Neural Data

Background	
  material	
  may	
  be	
  found	
  in	
  2014	
  book



log �(t|Ht, It) =

Z 1

0
f1(s)I(t� s)ds+ f2(t� s⇤(t))

V (t) = Vrest +

Z 1

0
f1(s)I(t� s)ds+ f2(t� s⇤(t))

Paninski,	
  Brown,	
  Iyengar,	
  Kass	
  (2010)

GLM:

Integrated	
  form	
  of	
  LIF:

would	
  like	
  to	
  discuss	
  off-­‐line	
  
the	
  close	
  connection	
  of	
  GLM	
  and	
  LIF	
  modeling



OUTLINE

-­‐	
  	
  	
  Quick	
  summary	
  of	
  previous	
  results	
  
-­‐ The	
  problem	
  of	
  false	
  discoveries	
  
-­‐	
  	
  	
  The	
  Bayesian	
  approach	
  to	
  hypothesis	
  testing	
  
-­‐ 	
  Bayesian	
  protection	
  against	
  false	
  discoveries	
  
-­‐ 	
  Comments	
  on	
  reproducibility
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We	
  used	
  the	
  statistic

ˆ⇣ =

number of observed simultaneous spikes

number of predicted simultaneous spikes



prediction	
  from	
  Litted	
  GLM

ˆ⇣ =

number of observed simultaneous spikes

number of predicted simultaneous spikes



prediction	
  from	
  Litted	
  GLM

We test H0: ⇣ = 1

ˆ⇣ =

number of observed simultaneous spikes

number of predicted simultaneous spikes



Loglinear Models of Synchrony 3











     


























     















     
























Figure 1: Neural spike train raster plots for repeated presentations of a drifting sine wave

grating stimulus. (A): Single cell responses to 120 repeats of a 10 second movie. At the

top is a raster corresponding to the spike times, and below is a peri-stimulus time histogram

(PSTH) for the same data. Portions of the stimulus eliciting firing are apparent. (B): The

same plots as in (A), for a different cell. (C): Population responses to the same stimulus,

for 5 repeats. Each block, corresponding to a single trial, is the population raster for ν = 128

units. On each trial there are several dark bands, which constitute bursts of network activity

sometimes called “up states.” Up state epochs vary across trials, indicating they are not

locked to the stimulus.

Statistical modeling of point process data focuses on intensity functions, which represent

the rate at which the events occur, and often involve covariates [cf. Brown, et al. (2003);

Kass, Ventura and Brown (2005); Paninski, et al. (2009); and references therein]. A

basic distinction is that of conditional versus marginal intensities: the conditional intensity

determines the event rate for a given realization of the process, while the marginal intensity

is the expectation of the conditional intensity across realizations. In neurophysiological

experiments stimuli are often presented repeatedly across many trials, resulting in many

replications of the multiple sequences of spike trains. This is the situation we concern

ourselves with here, and it is illustrated in Figure 1, part A, where the responses of a single

neuron for 120 trials are displayed: each line of the raster plot shows a single spike train,

which is the neural response on a single trial. The experiment that generated these data

To	
  what	
  extent	
  is	
  excess	
  synchrony,	
  	
  
above	
  chance,	
  due	
  to	
  slow-­‐wave	
  oscillation?
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Figure 2: Synchronous spike analysis for two pairs of neurons. Results for one pair shown

on left, in parts (A)-(D) and for the other pair on the right in parts (E)-(H). Part (A):

Response of a cell to repetitions of a 1 second drifting grating stimulus. The raster plot is

shown above and the smoothed PSTH below. Part (B): Response from a second cell, as in

(A). In both (A) and (B), spikes that are synchronous between the pair are circled. Part

(C): Correct joint spike predictions from model, shown as circles (as in parts (A) and (B)),

when false positive rate is set at 10%. In top plot the joint spikes are from the history-

independent model, as in (13), while in the bottom plot they are as in (16), including the

network covariate in the history term. Part (D): ROC curves for the models in part (C).

Parts (E), (F), (G), and (H) are similar to Parts (A), (B), (C), and (D) but for the second

pair of neurons.

Both	
  pairs:	
  excess	
  synchrony

pair	
  1 pair	
  2

next:	
  introduce	
  covariate	
  for	
  slow	
  wave	
  activity



Loglinear Models of Synchrony 15

Figure 2: Synchronous spike analysis for two pairs of neurons. Results for one pair shown
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independent model, as in (13), while in the bottom plot they are as in (16), including the

network covariate in the history term. Part (D): ROC curves for the models in part (C).

Parts (E), (F), (G), and (H) are similar to Parts (A), (B), (C), and (D) but for the second

pair of neurons.

Both	
  pairs:	
  excess	
  synchrony

left	
  pair:	
  synchrony	
  due	
  to	
  slow	
  waves	
  

right	
  pair:	
  not	
  due	
  to	
  slow	
  waves	
  

pair	
  1 pair	
  2



Here,	
  I	
  am	
  discussing	
  only	
  pairwise	
  synchrony

(though	
  see	
  Kelly	
  and	
  Kass,	
  2012)



Statistical	
  Issue:	
  	
  

Large	
  number	
  of	
  possible	
  interactions	
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  opportunity	
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  false	
  discoveries



problem	
  of	
  false	
  discoveries	
  among	
  n	
  independent	
  tests

if P (significant |H0) = .05 then

P (at least 1 of n significant |H0) = 1� (1� .05)n

e.g., n = 14 then
1� (1� .05)n = .51



problem	
  of	
  false	
  discoveries	
  among	
  n	
  independent	
  tests

if P (significant |H0) = .05 then

P (at least 1 of n significant |H0) = 1� (1� .05)n

e.g., n = 14 then
1� (1� .05)n = .51

n = 100 then

1� (1� .05)n = .994



Statistical	
  Issue:	
  	
  

Large	
  number	
  of	
  possible	
  interactions	
  
	
  	
  

	
  	
  

✓
128
2

◆
= 8128

huge	
  opportunity	
  for	
  false	
  discoveries

soluble	
  problem



P (H0|data) =
P (data|H0)P (H0)

P (data|H0)P (H0) + P (data|HA)P (HA)

H0 == null hypothesis

HA == alternative hypothesis

Bayes’	
  Theorem:

P (H0|data) == posterior probability of H0



P (H0|data) =
P (data|H0)P (H0)

P (data|H0)P (H0) + P (data|HA)P (HA)

Bayes factor =

P (data|H0)

P (data|HA)



P (H0|data) =
P (data|H0)P (H0)

P (data|H0)P (H0) + P (data|HA)P (HA)

Kass	
  and	
  Raftery	
  (1995)



P (H0|data) =
P (data|H0)P (H0)

P (data|H0)P (H0) + P (data|HA)P (HA)

P (data|HA) can be di�cult to specify



P (H0|data) =
P (data|H0)P (H0)

P (data|H0)P (H0) + P (data|HA)P (HA)

wonderful	
  (optimal)	
  BUT	
  requires	
  that	
  	
  
we	
  know	
  the	
  null	
  and	
  alternative	
  distributions

—>	
  can	
  use	
  rich	
  network	
  data	
  to	
  estimate	
  them



We	
  start	
  with	
  8128	
  (standardized)	
  synchrony	
  coefLicients	
  	
  



standardized	
  
synchrony	
  coefLicient

Z is distributed as ⇡ · f0(z) + (1� ⇡) · f1(z)
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synchrony	
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  of	
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null	
  pdf alternative	
  pdf

Z is distributed as ⇡ · f0(z) + (1� ⇡) · f1(z)
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  of	
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  pdf

Z is distributed as ⇡ · f0(z) + (1� ⇡) · f1(z)

mixture	
  of	
  two	
  distributions



standardized	
  
synchrony	
  coefLicient

proportion	
  of	
  null	
  cases

null	
  pdf alternative	
  pdf

Z is distributed as ⇡ · f0(z) + (1� ⇡) · f1(z)

mixture	
  of	
  two	
  distributions
can estimate f1(z)from data

P (data|HA)



P (H0|data) =
P (data|H0)P (H0)

P (data|H0)P (H0) + P (data|HA)P (HA)

for	
  networks	
  we	
  can	
  compute

related	
  to	
  FDR,	
  see	
  Efron	
  (2008,	
  Statistical	
  Science)



P (H0|data) =
P (data|H0)P (H0)

P (data|H0)P (H0) + P (data|HA)P (HA)

for	
  networks	
  we	
  can	
  compute

ALSO:	
  CAN	
  INCORPORATE	
  COVARIATES	
  

Scott,	
  Kelly,	
  Smith,	
  Zhou,	
  Kass	
  (2015,	
  J. Amer. Statist. Assoc.)



standardized	
  
synchrony	
  coefLicient

proportion	
  of	
  null	
  cases

null	
  pdf alternative	
  pdf

Z is distributed as ⇡(x) · f0(z) + (1� ⇡(x)) · f1(z)

ALSO:	
  CAN	
  INCORPORATE	
  COVARIATES

prop.	
  null	
  cases	
  depends	
  on	
  distance	
  
and	
  tuning	
  curve	
  correlation



standardized	
  
synchrony	
  coefLicient

proportion	
  of	
  null	
  cases

null	
  pdf alternative	
  pdf

Z is distributed as ⇡(x) · f0(z) + (1� ⇡(x)) · f1(z)

-­‐ probability	
  of	
  null	
  depends	
  on	
  covariates	
  
-­‐ use	
  “empirical	
  null”	
  
-­‐ requires	
  care	
  
-­‐ implemented	
  both	
  EB	
  (EM)	
  and	
  Bayes	
  (MCMC)



Simulation	
  results:	
  
-­‐ pretty	
  robust	
  (see	
  paper)	
  
-­‐ get	
  many	
  more	
  discoveries	
  than	
  vanilla	
  FDR

False	
  Discovery	
  Rate	
  Regression	
  (FDRR)





But	
  this	
  is	
  still	
  subject	
  to	
  error	
  
(some	
  non-­‐trivial	
  fraction	
  will	
  be	
  false	
  discoveries)



-­‐-­‐>	
  use	
  second	
  set	
  of	
  data!	
  
	
  	
  	
  	
  	
  	
  	
  use	
  Litted	
  alternative	
  to	
  Lind

P (data|HA)
and	
  then	
  compute	
  posterior	
  probabilities

consider	
  those	
  pairs	
  that	
  have	
  	
  
high	
  probability	
  of	
  synchrony



Summary:	
  	
  

	
  	
  	
  	
  	
  using	
  Bayesian	
  protection	
  against	
  false	
  discovery	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  
	
  	
  	
  	
  	
  	
  	
  	
  AND	
  
	
  	
  	
  	
  	
  data	
  splitting	
  

can	
  get	
  strong	
  statistical	
  inferences	
  for	
  large	
  
numbers	
  of	
  interactions



Summary:	
  	
  

	
  	
  	
  	
  	
  using	
  Bayesian	
  protection	
  against	
  false	
  discovery	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  
	
  	
  	
  	
  	
  	
  	
  	
  AND	
  
	
  	
  	
  	
  	
  data	
  splitting,	
  with	
  BFs	
  for	
  new	
  data	
  

can	
  get	
  strong	
  statistical	
  inferences	
  for	
  large	
  
numbers	
  of	
  interactions



The	
  crisis	
  in	
  reproducibility





p-­‐value	
  fallacy:	
  
	
  	
  interpretation	
  of	
  p-­‐value	
  as	
  

P (H0| data)



p-­‐value	
  fallacy:	
  
	
  	
  interpretation	
  of	
  p-­‐value	
  as	
  

P (H0| data)

instead:	
  could	
  compute	
  this	
  using	
  Bayes’	
  theorem	
  
(via	
  Bayes	
  factors)	
  



P (H0|data) =
P (data|H0)P (H0)

P (data|H0)P (H0) + P (data|HA)P (HA)

P (data|HA) can be di�cult to specify



P (H0|data) =
P (data|H0)P (H0)

P (data|H0)P (H0) + P (data|HA)P (HA)

P (data|HA) can be di�cult to specify

perhaps	
  this	
  indicates	
  a	
  defect	
  in	
  our	
  scientiLic	
  process



Truism:	
  We	
  believe	
  those	
  scientiLic	
  results	
  that	
  are	
  
repeated	
  across	
  animals	
  (sets	
  of	
  subjects),	
  	
  
and	
  across	
  experiments.	
  



Truism:	
  We	
  believe	
  those	
  scientiLic	
  results	
  that	
  are	
  
repeated	
  across	
  animals	
  (sets	
  of	
  subjects),	
  	
  
and	
  across	
  experiments.	
  

An	
  example	
  from	
  my	
  own	
  experience



Directional	
  tuning	
  of	
  neurons	
  	
  
in	
  primary	
  motor	
  cortex







preferred direction



!
P=

X
wi

!
Di

directional	
  tuning	
  and	
  the	
  population	
  vector

“population	
  coding”



DIRECTIONAL	
  TUNING	
  MAY	
  BE	
  CAPTURED	
   
TO	
  CREATE	
  A	
  PROSTHETIC	
  DEVICE

Motor	
  cortical	
  neurons	
  are	
  broadly	
  velocity-­‐tuned

By	
  combining	
  activity	
  of	
  dozens	
  of	
  neurons,	
  	
  
hand	
  movement	
  can	
  be	
  predicted



DIRECTIONAL	
  TUNING	
  MAY	
  BE	
  CAPTURED	
   
TO	
  CREATE	
  A	
  PROSTHETIC	
  DEVICE

Motor	
  cortical	
  neurons	
  are	
  broadly	
  velocity-­‐tuned

By	
  combining	
  activity	
  of	
  dozens	
  of	
  neurons,	
  	
  
hand	
  movement	
  can	
  be	
  predicted

BCI	
  ==	
  Brain	
  Computer	
  Interface



Wireless
Receiver

Wireless Transmitter

Electrodes

Controller

Data

Processing





Can	
  also	
  use	
  BCI	
  to	
  study	
  adaptation,	
  
by	
  altering	
  the	
  mapping	
  between	
  	
  
neural	
  output	
  and	
  robotic	
  controller.



idea: in control algorithm rotate 
vectors, which rotates cursor on screen, 
and see how neural firing adapts 

Functional network reorganization during learning in
a brain-computer interface paradigm
Beata Jarosiewicza,b,1,2, Steven M. Chasea,b,c,1, George W. Frasera,b, Meel Vellistea,b, Robert E. Kassb,c,
and Andrew B. Schwartza,b,3

aDepartment of Neurobiology, University of Pittsburgh, Pittsburgh, PA 15213; cDepartment of Statistics, Carnegie Mellon University, Pittsburgh, PA 15213;
and bCenter for the Neural Basis of Cognition, University of Pittsburgh and Carnegie Mellon University

Edited by J. Anthony Movshon, New York University, New York, NY, and approved October 17, 2008 (received for review August 15, 2008)

Efforts to study the neural correlates of learning are hampered
by the size of the network in which learning occurs. To under-
stand the importance of learning-related changes in a network
of neurons, it is necessary to understand how the network acts
as a whole to generate behavior. Here we introduce a paradigm
in which the output of a cortical network can be perturbed
directly and the neural basis of the compensatory changes
studied in detail. Using a brain-computer interface, dozens of
simultaneously recorded neurons in the motor cortex of awake,
behaving monkeys are used to control the movement of a cursor
in a three-dimensional virtual-reality environment. This device
creates a precise, well-defined mapping between the firing of
the recorded neurons and an expressed behavior (cursor move-
ment). In a series of experiments, we force the animal to relearn
the association between neural firing and cursor movement in a
subset of neurons and assess how the network changes to
compensate. We find that changes in neural activity reflect not
only an alteration of behavioral strategy but also the relative
contributions of individual neurons to the population error
signal.

brain-machine interface ! neural prosthetics ! perturbation !
population vector algorithm

A wealth of evidence associates learning with changes in
neural activity (for reviews, see refs. 1–4). For example,

the tuning functions of neurons in the motor cortex can change
when monkeys adapt to perturbations that interfere with the
execution (5–7) or visual feedback (8–10) of their movements.
Although the observed changes in neural activity in these
studies are closely associated with the behavioral manifesta-
tion of learning, it is difficult to interpret the behavioral
significance of the neural changes because the precise rela-
tionship between neural activity and behavioral output is
unknown. However, recent developments in brain-computer
interface technology now make it possible to control the
activity of a cursor in a three-dimensional (3D) virtual envi-
ronment using the spiking activity of ensembles of simulta-
neously recorded motor cortical units (11–16). This ‘‘brain-
control’’ paradigm is unique in that the behavior, cursor
movement, is solely the result of neural activity in the popu-
lation under study. Thus, any mismatches between desired
cursor motion and decoded cursor motion can only be cor-
rected by altering the activity of these recorded neurons.

The brain-computer interface also allows for a unique kind of
perturbation that targets selective subsets of neurons. By altering
the way that the firing activity of a subset of neurons is decoded
and mapped into cursor movement, it is possible to test whether
the tuning functions of the perturbed subset selectively change
to compensate for the global error signal, or whether the entire
population changes together.

To study the response to selective perturbations of this neural
network, monkeys were trained to perform center-out move-
ments to eight equally spaced targets in a 3D virtual environment
under brain control, using the population vector (PV) algorithm

(16–18). Once control had stabilized, the decoding algorithm
was perturbed by rotating the tuning functions of a randomly
chosen subset of units by 90° about a common axis, creating a
global visuomotor rotation in decoded cursor movement. In
addition to the expected global compensation for the resulting
error in cursor movement, we found that the perturbed units
underwent larger compensatory changes in tuning than the
unperturbed units.

Results
Monkeys implanted with arrays of chronic recording electrodes
were trained to perform a 3D center-out task in virtual reality
under brain control (Fig. 1 A and B). To establish a mapping
from neural activity to cursor motion, each recorded unit was
fitted with a cosine-tuning funtion (19–21) centered on its
preferred direction (PD) of movement. Intended velocity was
then estimated using the PV algorithm as the sum of each unit’s
PD weighted by its normalized firing rate. Each experiment
consisted of the following sequence of four sessions (Fig. 1C):
calibration, control, perturbation, and washout. The calibration
session was used to estimate the tuning function of each recorded
unit; on average, 40 units were used per session (range: 23–60).
PDs obtained from the calibration session were fixed and
subsequently used for decoding. (Henceforth, the PDs used for
decoding will be called dPDs, to distinguish them from the PDs
measured during other sessions.) In the control session, the
center-out task was performed under brain control using the
dPDs obtained from the calibration session. In the perturbation
session, the dPDs of a randomly selected subset of units were
reassigned, causing this subset of rotated units to contribute
different directional components to the population vector than
they did in the control session. For this subset, new dPDs were
created by rotating the original dPDs by 90° about a common axis
(Fig. 1D). The nonrotated units kept their original dPDs. In the
washout session, the perturbation was removed and the original
dPDs were reinstated. Two sets of experiments were performed,
differing in the number of units randomly selected for pertur-
bation. In the first set of experiments, 25% of the units were
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Efforts to study the neural correlates of learning are hampered
by the size of the network in which learning occurs. To under-
stand the importance of learning-related changes in a network
of neurons, it is necessary to understand how the network acts
as a whole to generate behavior. Here we introduce a paradigm
in which the output of a cortical network can be perturbed
directly and the neural basis of the compensatory changes
studied in detail. Using a brain-computer interface, dozens of
simultaneously recorded neurons in the motor cortex of awake,
behaving monkeys are used to control the movement of a cursor
in a three-dimensional virtual-reality environment. This device
creates a precise, well-defined mapping between the firing of
the recorded neurons and an expressed behavior (cursor move-
ment). In a series of experiments, we force the animal to relearn
the association between neural firing and cursor movement in a
subset of neurons and assess how the network changes to
compensate. We find that changes in neural activity reflect not
only an alteration of behavioral strategy but also the relative
contributions of individual neurons to the population error
signal.

brain-machine interface ! neural prosthetics ! perturbation !
population vector algorithm

A wealth of evidence associates learning with changes in
neural activity (for reviews, see refs. 1–4). For example,

the tuning functions of neurons in the motor cortex can change
when monkeys adapt to perturbations that interfere with the
execution (5–7) or visual feedback (8–10) of their movements.
Although the observed changes in neural activity in these
studies are closely associated with the behavioral manifesta-
tion of learning, it is difficult to interpret the behavioral
significance of the neural changes because the precise rela-
tionship between neural activity and behavioral output is
unknown. However, recent developments in brain-computer
interface technology now make it possible to control the
activity of a cursor in a three-dimensional (3D) virtual envi-
ronment using the spiking activity of ensembles of simulta-
neously recorded motor cortical units (11–16). This ‘‘brain-
control’’ paradigm is unique in that the behavior, cursor
movement, is solely the result of neural activity in the popu-
lation under study. Thus, any mismatches between desired
cursor motion and decoded cursor motion can only be cor-
rected by altering the activity of these recorded neurons.

The brain-computer interface also allows for a unique kind of
perturbation that targets selective subsets of neurons. By altering
the way that the firing activity of a subset of neurons is decoded
and mapped into cursor movement, it is possible to test whether
the tuning functions of the perturbed subset selectively change
to compensate for the global error signal, or whether the entire
population changes together.

To study the response to selective perturbations of this neural
network, monkeys were trained to perform center-out move-
ments to eight equally spaced targets in a 3D virtual environment
under brain control, using the population vector (PV) algorithm

(16–18). Once control had stabilized, the decoding algorithm
was perturbed by rotating the tuning functions of a randomly
chosen subset of units by 90° about a common axis, creating a
global visuomotor rotation in decoded cursor movement. In
addition to the expected global compensation for the resulting
error in cursor movement, we found that the perturbed units
underwent larger compensatory changes in tuning than the
unperturbed units.

Results
Monkeys implanted with arrays of chronic recording electrodes
were trained to perform a 3D center-out task in virtual reality
under brain control (Fig. 1 A and B). To establish a mapping
from neural activity to cursor motion, each recorded unit was
fitted with a cosine-tuning funtion (19–21) centered on its
preferred direction (PD) of movement. Intended velocity was
then estimated using the PV algorithm as the sum of each unit’s
PD weighted by its normalized firing rate. Each experiment
consisted of the following sequence of four sessions (Fig. 1C):
calibration, control, perturbation, and washout. The calibration
session was used to estimate the tuning function of each recorded
unit; on average, 40 units were used per session (range: 23–60).
PDs obtained from the calibration session were fixed and
subsequently used for decoding. (Henceforth, the PDs used for
decoding will be called dPDs, to distinguish them from the PDs
measured during other sessions.) In the control session, the
center-out task was performed under brain control using the
dPDs obtained from the calibration session. In the perturbation
session, the dPDs of a randomly selected subset of units were
reassigned, causing this subset of rotated units to contribute
different directional components to the population vector than
they did in the control session. For this subset, new dPDs were
created by rotating the original dPDs by 90° about a common axis
(Fig. 1D). The nonrotated units kept their original dPDs. In the
washout session, the perturbation was removed and the original
dPDs were reinstated. Two sets of experiments were performed,
differing in the number of units randomly selected for pertur-
bation. In the first set of experiments, 25% of the units were
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3D reaching experiment



surprising result: predicted direction is different
among perturbed (rotated) vs. non-perturbed 
neurons ---  highly significant, but small effect

Hz, P ! 10"6, weighted t test) (see the SI Appendix), whereas the
nonrotated units did not (#m $ "0.19 % 0.11 Hz; P $ 0.10). The
difference between the rotated and nonrotated #m’s was sig-
nificant (P $ 0.001, weighted paired t test). Thus, on average, the
relative contribution of the rotated units to the cursor movement
was smaller during the perturbation session than it was during
the control session. The difference between the rotated and
nonrotated units diminished to a nonsignificant level in the
washout period (comparing control to washout, #mNon-Rotated "
#mRotated $ 0.34 % 0.20 sp/s, P $ 0.09).

An analysis of the PD shifts revealed two results (Fig. 3). First,
ignoring differences between rotated and nonrotated units, most
points were shifted toward the applied perturbation, indicating
that both rotated and nonrotated units shifted to accommodate

the cursor deflection (25% experiments: #PD $ 6.4 % 0.48°;
50% experiments: #PD $ 18.9 % 0.89°; both were highly
significant with P ! 10"10, weighted t test). This is consistent with
a global re-aiming strategy: if the monkeys had been aiming for
a virtual target rotated in the opposite direction of the pertur-
bation, regressing the spike rates against the direction of the
actual targets would give PDs that point in the direction of the
applied perturbation. The second result of this analysis is that the
rotated units showed a greater shift toward the applied pertur-
bation than the nonrotated units (see Fig. 3 A–D), which is
consistent with a local re-mapping strategy (25% experiments:
#PD $ 4.61 % 1.10°, P $ 0.00003, weighted paired t test; 50%
experiments: #PD $ 5.59 % 1.77°, P $ 0.002).¶ During the
washout session (see Fig. 3 E and F), the difference between the
rotated and nonrotated units disappeared (25% experiments:
#PD $ 0.09 % 1.08°, P $ 0.93, weighted paired t test; 50%
experiments: #PD $ "0.43 % 1.36°, P $ 0.75).

Although we found that the rotated units showed significant
tuning changes relative to the nonrotated units, the differences
were subtle. How much impact did these changes have on actual
cursor movement? Because the population vector algorithm is

¶We also tested for (and discarded) the possibility that re-aiming strategies other than a
pure rotation could lead to the differential changes in PD that we observe. See the SI Text
for details.

A B

C D

E

Fig. 2. Schematic of the influence of the perturbation on the population
vector and of three possible compensation mechanisms. (A) Population vector
before perturbation. When moving toward the target shown in blue, units
with preferred directions pointing toward the target will fire above their
baseline rates. The gray lines represent vectors pointing toward the dPD of
each unit, with the length of the vector scaled by the neuron’s normalized
firing rate. The sum of these vectors is the population vector, shown in black.
On average, this population vector will point straight toward the target. (B)
After the perturbation, the same units shown in (A) will be recruited, but some
will contribute differently to the population vector because of their rotated
dPDs. Rotated units are shown in pink. The result is a population vector that
does not point at the target. (C) Re-aiming. By aiming at the virtual target
(dotted blue circle), a different set of neurons is recruited with PDs that point
toward the virtual target. The net contribution of the rotated and nonrotated
units will cause the population vector to move straight toward the actual
target. Note that the length of the population vector is shorter than in (A)
because the units that contribute to it have more dispersed dPDs. (D) Re-
weighting. By selectively reducing the contribution of the rotated units
(down-modulating their firing rates), the population vector straightens to-
ward the target. (E) Re-mapping. By recruiting only unperturbed cells that
point toward the target and perturbed cells that point 90° from the target, the
population vector can be made to point directly at the target with its original
length.
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Fig. 3. PDs shift during the perturbation session. (A and B) Shift in the PD
measured during the perturbation session relative to the control session for all
units in experiments where 25% (A) or 50% (B) of the units were rotated. Small
dots represent the individual data points and large dots represent the means
of the rotated (red) and nonrotated (blue) groups. The intensity of each point
is proportional to the certainty of the estimate for that point (see SI Appen-
dix). (C and D) Empirical cumulative distribution functions (CDFs) of the PD
shift along the direction of applied perturbation. In each case, the CDF of the
rotated group is shifted significantly to the right of the CDF of the nonrotated
group. (E and F) Same as (A) and (B) for the washout session. The nonrotated
group’s mean is obscured by the rotated group’s mean.
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surprising result: predicted direction is different
among perturbed (rotated) vs. non-perturbed 
neurons ---  highly significant, but small effect

---> ran 3rd monkey

Hz, P ! 10"6, weighted t test) (see the SI Appendix), whereas the
nonrotated units did not (#m $ "0.19 % 0.11 Hz; P $ 0.10). The
difference between the rotated and nonrotated #m’s was sig-
nificant (P $ 0.001, weighted paired t test). Thus, on average, the
relative contribution of the rotated units to the cursor movement
was smaller during the perturbation session than it was during
the control session. The difference between the rotated and
nonrotated units diminished to a nonsignificant level in the
washout period (comparing control to washout, #mNon-Rotated "
#mRotated $ 0.34 % 0.20 sp/s, P $ 0.09).

An analysis of the PD shifts revealed two results (Fig. 3). First,
ignoring differences between rotated and nonrotated units, most
points were shifted toward the applied perturbation, indicating
that both rotated and nonrotated units shifted to accommodate

the cursor deflection (25% experiments: #PD $ 6.4 % 0.48°;
50% experiments: #PD $ 18.9 % 0.89°; both were highly
significant with P ! 10"10, weighted t test). This is consistent with
a global re-aiming strategy: if the monkeys had been aiming for
a virtual target rotated in the opposite direction of the pertur-
bation, regressing the spike rates against the direction of the
actual targets would give PDs that point in the direction of the
applied perturbation. The second result of this analysis is that the
rotated units showed a greater shift toward the applied pertur-
bation than the nonrotated units (see Fig. 3 A–D), which is
consistent with a local re-mapping strategy (25% experiments:
#PD $ 4.61 % 1.10°, P $ 0.00003, weighted paired t test; 50%
experiments: #PD $ 5.59 % 1.77°, P $ 0.002).¶ During the
washout session (see Fig. 3 E and F), the difference between the
rotated and nonrotated units disappeared (25% experiments:
#PD $ 0.09 % 1.08°, P $ 0.93, weighted paired t test; 50%
experiments: #PD $ "0.43 % 1.36°, P $ 0.75).

Although we found that the rotated units showed significant
tuning changes relative to the nonrotated units, the differences
were subtle. How much impact did these changes have on actual
cursor movement? Because the population vector algorithm is

¶We also tested for (and discarded) the possibility that re-aiming strategies other than a
pure rotation could lead to the differential changes in PD that we observe. See the SI Text
for details.

A B

C D

E

Fig. 2. Schematic of the influence of the perturbation on the population
vector and of three possible compensation mechanisms. (A) Population vector
before perturbation. When moving toward the target shown in blue, units
with preferred directions pointing toward the target will fire above their
baseline rates. The gray lines represent vectors pointing toward the dPD of
each unit, with the length of the vector scaled by the neuron’s normalized
firing rate. The sum of these vectors is the population vector, shown in black.
On average, this population vector will point straight toward the target. (B)
After the perturbation, the same units shown in (A) will be recruited, but some
will contribute differently to the population vector because of their rotated
dPDs. Rotated units are shown in pink. The result is a population vector that
does not point at the target. (C) Re-aiming. By aiming at the virtual target
(dotted blue circle), a different set of neurons is recruited with PDs that point
toward the virtual target. The net contribution of the rotated and nonrotated
units will cause the population vector to move straight toward the actual
target. Note that the length of the population vector is shorter than in (A)
because the units that contribute to it have more dispersed dPDs. (D) Re-
weighting. By selectively reducing the contribution of the rotated units
(down-modulating their firing rates), the population vector straightens to-
ward the target. (E) Re-mapping. By recruiting only unperturbed cells that
point toward the target and perturbed cells that point 90° from the target, the
population vector can be made to point directly at the target with its original
length.
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Fig. 3. PDs shift during the perturbation session. (A and B) Shift in the PD
measured during the perturbation session relative to the control session for all
units in experiments where 25% (A) or 50% (B) of the units were rotated. Small
dots represent the individual data points and large dots represent the means
of the rotated (red) and nonrotated (blue) groups. The intensity of each point
is proportional to the certainty of the estimate for that point (see SI Appen-
dix). (C and D) Empirical cumulative distribution functions (CDFs) of the PD
shift along the direction of applied perturbation. In each case, the CDF of the
rotated group is shifted significantly to the right of the CDF of the nonrotated
group. (E and F) Same as (A) and (B) for the washout session. The nonrotated
group’s mean is obscured by the rotated group’s mean.
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surprising result: predicted direction is different
among perturbed (rotated) vs. non-perturbed 
neurons ---  highly significant, but small effect

---> ran 3rd monkey
---> repeated in a 2D rather than 3D reaching task

Hz, P ! 10"6, weighted t test) (see the SI Appendix), whereas the
nonrotated units did not (#m $ "0.19 % 0.11 Hz; P $ 0.10). The
difference between the rotated and nonrotated #m’s was sig-
nificant (P $ 0.001, weighted paired t test). Thus, on average, the
relative contribution of the rotated units to the cursor movement
was smaller during the perturbation session than it was during
the control session. The difference between the rotated and
nonrotated units diminished to a nonsignificant level in the
washout period (comparing control to washout, #mNon-Rotated "
#mRotated $ 0.34 % 0.20 sp/s, P $ 0.09).

An analysis of the PD shifts revealed two results (Fig. 3). First,
ignoring differences between rotated and nonrotated units, most
points were shifted toward the applied perturbation, indicating
that both rotated and nonrotated units shifted to accommodate

the cursor deflection (25% experiments: #PD $ 6.4 % 0.48°;
50% experiments: #PD $ 18.9 % 0.89°; both were highly
significant with P ! 10"10, weighted t test). This is consistent with
a global re-aiming strategy: if the monkeys had been aiming for
a virtual target rotated in the opposite direction of the pertur-
bation, regressing the spike rates against the direction of the
actual targets would give PDs that point in the direction of the
applied perturbation. The second result of this analysis is that the
rotated units showed a greater shift toward the applied pertur-
bation than the nonrotated units (see Fig. 3 A–D), which is
consistent with a local re-mapping strategy (25% experiments:
#PD $ 4.61 % 1.10°, P $ 0.00003, weighted paired t test; 50%
experiments: #PD $ 5.59 % 1.77°, P $ 0.002).¶ During the
washout session (see Fig. 3 E and F), the difference between the
rotated and nonrotated units disappeared (25% experiments:
#PD $ 0.09 % 1.08°, P $ 0.93, weighted paired t test; 50%
experiments: #PD $ "0.43 % 1.36°, P $ 0.75).

Although we found that the rotated units showed significant
tuning changes relative to the nonrotated units, the differences
were subtle. How much impact did these changes have on actual
cursor movement? Because the population vector algorithm is

¶We also tested for (and discarded) the possibility that re-aiming strategies other than a
pure rotation could lead to the differential changes in PD that we observe. See the SI Text
for details.

A B
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Fig. 2. Schematic of the influence of the perturbation on the population
vector and of three possible compensation mechanisms. (A) Population vector
before perturbation. When moving toward the target shown in blue, units
with preferred directions pointing toward the target will fire above their
baseline rates. The gray lines represent vectors pointing toward the dPD of
each unit, with the length of the vector scaled by the neuron’s normalized
firing rate. The sum of these vectors is the population vector, shown in black.
On average, this population vector will point straight toward the target. (B)
After the perturbation, the same units shown in (A) will be recruited, but some
will contribute differently to the population vector because of their rotated
dPDs. Rotated units are shown in pink. The result is a population vector that
does not point at the target. (C) Re-aiming. By aiming at the virtual target
(dotted blue circle), a different set of neurons is recruited with PDs that point
toward the virtual target. The net contribution of the rotated and nonrotated
units will cause the population vector to move straight toward the actual
target. Note that the length of the population vector is shorter than in (A)
because the units that contribute to it have more dispersed dPDs. (D) Re-
weighting. By selectively reducing the contribution of the rotated units
(down-modulating their firing rates), the population vector straightens to-
ward the target. (E) Re-mapping. By recruiting only unperturbed cells that
point toward the target and perturbed cells that point 90° from the target, the
population vector can be made to point directly at the target with its original
length.
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Fig. 3. PDs shift during the perturbation session. (A and B) Shift in the PD
measured during the perturbation session relative to the control session for all
units in experiments where 25% (A) or 50% (B) of the units were rotated. Small
dots represent the individual data points and large dots represent the means
of the rotated (red) and nonrotated (blue) groups. The intensity of each point
is proportional to the certainty of the estimate for that point (see SI Appen-
dix). (C and D) Empirical cumulative distribution functions (CDFs) of the PD
shift along the direction of applied perturbation. In each case, the CDF of the
rotated group is shifted significantly to the right of the CDF of the nonrotated
group. (E and F) Same as (A) and (B) for the washout session. The nonrotated
group’s mean is obscured by the rotated group’s mean.
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P (H0|data) =
P (data|H0)P (H0)

P (data|H0)P (H0) + P (data|HA)P (HA)

Bayes’	
  Theorem:

wonderful	
  (optimal)	
  BUT	
  requires	
  that	
  	
  
we	
  know	
  the	
  null	
  and	
  alternative	
  distributions

REPLICATE:	
  using	
  Iirst	
  experiment	
  to	
  form	
  
probability	
  distributions	
  for	
  second	
  experiment



REPLICATE:	
  using	
  Iirst	
  experiment	
  to	
  form	
  
probability	
  distributions	
  for	
  second	
  experiment

—>	
  get	
  extremely	
  large	
  Bayes	
  factor:	
  
“overwhelming	
  evidence”



ideally	
  replication	
  would	
  occur	
  across	
  labs



	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  Summary	
  

	
  	
  	
  Bayes’	
  theorem	
  is	
  (Bayes	
  factors	
  are)	
  powerful,	
  but	
  delicate.	
  

	
  	
  	
  Network	
  data	
  can	
  provide	
  the	
  information	
  needed	
  to	
  	
  
	
  	
  	
  implement	
  Bayes’	
  theorem.	
  

	
  	
  	
  We	
  should	
  be	
  replicating	
  more	
  often,	
  and	
  this	
  should	
  allow	
  	
  	
  	
  
	
  	
  	
  	
  us	
  to	
  apply	
  Bayes	
  theorem.



thank	
  you!


